
Chapter 5

Quantization

As mentioned in the introduction, two operations are necessary to transform

an analog waveform into a digital signal. The first action, sampling, consists of

converting a continuous-time input into a discrete-time function. The second

operation is the process of approximating continuous-space sample values by

a discrete set of possible points. This process, termed quantization, is also

essential to transmit an analog signal over digital media. Quantization invari-

ably induces a loss in signal quality. The distortion between the original and

quantized functions is usually unwanted, and cannot be reversed. Yet, for a

specific application, the level of signal degradation can be controlled.

In this chapter, we focus primarily on the quantization of real numbers.

The techniques described here can easily be extended to complex numbers by

quantizing the real and imaginary parts separately. In a more abstract sense,

the quantization of a complex number is equivalent to vector quantization for

a pair of real numbers.

5.1 Scalar Quantizers

Quantizers can generally be designed to be very robust for a large class of

signals. In scalar quantization, each source value is processed individually; the

input value is mapped to an output taking one of finitely many values. The

number of quantization levels is typically chosen to be a power-of-2 because

the outputs are usually represented using binary strings. Mathematically, a
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quantizer is a function taking value in a finite set. The input to the quantizer

is a real number and the output belongs to set Q. Then, one can define the

quantizer as a function Q : R 7→ Q with output

xq = Q(x).

This is perhaps best seen through an example.

Example 5.1.1. Let Q : R 7→ Q be a quantizer with four possible outputs

labeled q1 through q4. The output xq of the quantizer belongs to set Q, and it

must therefore be equal to one of the four possible points listed above. Figure 5.1

shows the functional representation of a four-level quantization scheme. The
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Figure 5.1: This is a functional representation of a quantizer where the input

is converted to one of four possible values.

output of the quantizer in this example is determined according to a nearest

neighbor rule and this implies that

Q(x) =





q1 if x < q1+q2
2

q2 if q1+q2
2

≤ x < q2+q3
2

q3 if q2+q3
2

≤ x < q3+q4
2

q4 if x ≥ q3+q4
2

.

We note that this quantization function is not one-to-one and, therefore, does

not have an inverse.
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5.2 Distortion Measures

To compare different quantizers, a performance metric must be established. A

common distortion measure with desirable properties is the square of the error

d(x, xq) = |x−Q(x)|2 , (5.1)

where x− xq is called the quantization error. The expression in (5.1) mea-

sures how close the output xq is to the input for a specific value of x. It is

popular in communications and signal processing because it is proportional to

the increase in noise power caused by quantization.

When a quantizer is employed to discretize the value of a sampled wave-

form, it is appropriate to evaluate the performance of the quantizer in terms

of the difference between the original function and the reconstructed version

rather than the distortion between the sample values themselves. Suppose that

x(t) is a bandwidth-limited process with bandwidth W . We know that this

process can be accurately recovered from the sampled values {x(nT ) : n ∈ Z}
using the formula

x(t) =
∞∑

n=−∞

x(nT )sinc

(
t

T
− n

)

where T ≤ 1
2W

. Assume that the sampled values are quantized before recon-

struction, with

xq(nT ) = Q(x(nT )).

A legitimate question is, how close is the approximation xq(t) to the original

signal x(t) using the quantized data

xq(t) =
∞∑

n=−∞

xq(nT )sinc

(
t

T
− n

)
,

is anywhere close to x(t). A useful performance criterion is the energy in the

qunatization error signal,

∫

R

|x(t)− xq(t)|2 dt,

which quantifies the total distortion between the original and reconstructed
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signals. Using Parseval’s identity, we get
∫

R

|x(t)− xq(t)|2 dt =
∫

R

|x̂(f)− x̂q(f)|2 df

=

∫

R

∣∣∣∣∣

∞∑

n=−∞

(x(nT )− xq(nT ))

2W
e2πi

n

2W
f rect

(
f

2W

)∣∣∣∣∣

2

df

=
∞∑

n=−∞

|x(nT )− xq(nT )|2.

Above, we have used the fact that the basis elements
{
e2πi

n

2W
f rect

(
f

2W

)
: n ∈ Z

}

are orthogonal. In some sense, minimizing the quantization error for individ-

ual samples turns out to also minimize the overall squared error between the

original and reconstructed waveforms x(t) and xq(t).

5.2.1 Mean Squared Error

Since the quantizer is designed to operate on an information signal, a more rel-

evant assessment of performance weighs in the accuracy of the quantizer over

all possible realizations of the random input, as opposed to a specific realiza-

tion. An appropriate distortion measure for the quantization of a stochastic

signal is provided by the mean squared error (MSE),

E[d(X,Xq)] = E
[
(X −Q(X))2

]
. (5.2)

Note that this performance metric depends on the distribution of the input

signal, and hence is tied to a specific application. A quantizer can be said to

work well in a particular context. However, describing the performance of a

quantization scheme without specifying the distribution of its input signal is

meaningless.

Example 5.2.1. Suppose that the values of a discrete-time information signal

are uniformly distributed over [0, 16]. Furthermore, assume that the quantizer

implements a nearest neighbor rule with quantization levels equal to qm =

2m − 1 for m = 1, 2, . . . , 8. We wish to find the mean squared error of this

quantization scheme.
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Being uniformly distributed, the probability density function of the input is

fX(x) =
1

16

for x ∈ [0, 16], and zero otherwise. The decision regions corresponding to

the various quantization points are given by [0, 2], (2, 4], . . . , (14, 16]. We can

therefore compute the mean squared error as follows,

E[d(X,Xq)] = E
[
(X −Q(X))2

]
=

∫ 16

0

(x−Q(x))2

16
dx

=
8∑

m=1

∫ 2m

2m−2

(x− (2m− 1))2

16
dx

=
1

2

∫ 2

0

(x− 1)2dx =
1

3
.

That is, the mean squared error associated with this input distribution and

quantization scheme is E [(X −Q(X))2] = 1
3
.

5.2.2 Signal to Quantization-Noise Ratio

One of the criticisms about the MSE of (5.2) is that it has a tendency to

assign a larger distortion value to signal input with larger second moments.

Indeed, an information process likely to feature large amplitudes is bound to

yield outputs with a large mean squared error. On the other hand, under this

absolute metric, most quantizers may appear to work well for minute signals as

their mean squared errors are destined to remain small. A normalized version

of this criterion that takes into consideration the power of the original signal

is the signal-to-quantization-noise ratio (SQNR),

SQNR =
E [X2]

E [(X −Q(X))2]
. (5.3)

Because of the implicit normalization associated with (5.3), this latter mea-

sure is more suitable to compare quantizer performance for different input

processes. Like many quantities in communications and signal processing, the

value is often specified in decibels by applying the function 10 log10(·).

Example 5.2.2. Assume that the values of a discrete-time information signal

are uniformly distributed over [0, 2]. We denote the input signal in the present
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problem using Y . We wish to obtain the mean squared error associated with

the quantizer of Example 5.2.1, applied to the signal at hand. Also, we wish

to compare the SQNR of the quantization scheme of Example 5.2.1 with the

SQNR of the scenario described in this example.

To derive the mean squared error, we follow the same steps as before

E[d(Y, Yq)] =

∫ 2

0

(y −Q(y))2

2
dy

=
1

2

∫ 2

0

(y − 1)2dy =
1

3
.

We notice that the MSE is the same as the one derived in Example 5.2.1.

Nevertheless, the quantization scheme seems more suited to the signal described

in the previous example. The SQNR of the current scheme is given by

SQNR =
E[Y 2]

E[d(Y, Yq)]
= 3E[Y 2] = 4 ≈ 6.02 dB.

This can be compared with the SQNR of the problem featured in Example 5.2.1,

which is given by

SQNR =
E[X2]

E[d(X,Xq)]
= 3E[X2] = 256 ≈ 24.08 dB. (5.4)

Obviously, the SQNR is much better in the case of Example 5.2.1. Can you

think of an eight-level quantization scheme that would perform better for the

current problem, perhaps rivaling the SQNR of (5.4)?

Both the mean squared error and the signal-to-quantization-noise ratio are

valid and meaningful ways to present performance results for quantization

schemes. Still, they must be put in proper context, especially when compar-

ing scenarios where the distributions of the input signals differ. For a fixed

input process, a quantization scheme that minimizes the MSE will invariably

maximize the SQNR.
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Example 5.2.3 (Quantization Rule). Consider a signal whose amplitude is

bounded between -1 and 1 and whose amplitude distribution has a uniform dis-

tribution over the same range. Suppose that n bits are represent 2n uniformly

spaced quantization levels qm = −1 − 2−n + m2−n+1 for m = 1, . . . , 2n. The

performance as a function of n is typically approximated by the rule that the

SQNR increases by 6.02 dB per bit for additional quantization bits.

We can understand this by analyzing the quantizer function, which is

Q(x) =





−1 + 2−n if x < −1

1
2n−1

(
⌊2n−1x⌋+ 1

2

)
if − 1 ≤ x < 1

1− 2−n if x ≥ 1.

By symmetry, the distribution of the quantization error is the same for each

quantization cell so it suffices to calcluate

E
[
(X −Q(X))2

∣∣Q(X) = q
]
=

∫ q+2−n

q−2−n

fX|Q(X)=q(x)(x− q)2dx

=

∫ 2−n

−2−n

2n−1x2dx = 2n−12
−3n+1

3
=

2−2n

3
.

The SQNR in decibels is therefore given by

SQNR = 10 log10

(
3E[X2]

2−2n

)
= PX + 10 log10 3 + 20n log10 2

≈ PX + 4.77 + 6.02n dB.

Since E[X2] = 2/3, we have PX ≈ −1.76 dB and the SQNR simplifies to

SQNR ≈ 3.01 + 6.02n dB.

What is surprising is that, for large n, this rule holds for any continu-

ous amplitude distribution supported on [−1, 1]. This can be understood by

repeating the above computation for an arbitrary continuous amplitude distri-

bution fX(x). As n increases, the width of each quantization cell (i.e., 2−n+1)

decreases rapidly and the amplitude distribution becomes essentially constant

over each quantization cell. Therefore, the conditional amplitude distribution,

given the reconstruction point, satisfies

fX|Q(X)=q(x|q) ≈




2−n+1 if q − 2−n ≤ x < q + 2−n

0 otherwise.
.
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5.2.3 Dithering

While the SQNR accurately measures the increase in noise power caused by

quantization, it does not give any information about the spectral content of

the quantization noise. For many applications, it is also important that the

quantization noise be white (i.e., uncorrelated in time). To see the prob-

lem with standard quantization, consider the periodic signal xn that satisfies

xn+N = xn. In this case, the quantized version yn = Q(xn) and the quan-

tization error en = yn − xn are also periodic. Therefore, the spectral energy

of the quantization noise is concentrated in the harmonics of the fundamental

frequency.

Since the quantizer affects only one value at a time, one may wonder

how the quantization noise becomes correlated. The mechanism for this phe-

nomenon can be explained through the fact that the quantization noise is cor-

related with the input value. For example, one can compute this correlation

for the quantizer in Example 5.2.1 and obtain

E [X (X −Q(X))] =

∫ 16

0

x(x−Q(x))

16
dx

=
8∑

m=1

∫ 2m

2m−2

x(x− (2m− 1))

16
dx

=
8∑

m=1

∫ 2m

2m−2

x(x− (2m− 1))

16
dx

=
1

2

∫ 2

0

(x+ (2m− 2))(x− 1)dx

=
1

2

∫ 2

0

x(x− 1)dx =
1

3
.

From this, we see that the correlation is the same as the MSE. This means

that quantizing a pure sinusoid will typically create new spurious harmonics

whose powers are proportional to the power in the original sinusoid.

The process of adding a small amount of noise before quantization is called

dithering. Of course, the added noise increases the overall noise power in

the system by a small amount. But, if the noise sequence is chosen to be

independent and uniformly distributed over one quantization interval, then

correlation becomes exactly zero. To see this, we use the quantizer Q(x) =
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2⌊x/2⌋ + 1 and let Z be a uniform random variable on [−1, 1]. In this case,

we get

E [Q(X + Z)|X = x] =

∫ 1

−1

1

2
Q(x+ z)dz =

∫ 1

−1

1

2

(
2

⌊
x+ z

2

⌋
+ 1

)
dz

=

∫ x+1
2

x−1
2

(
⌊y⌋+ 1

2

)
2 dy = 1 + 2

∫ x+1
2

x−1
2

⌊y⌋ dy

= 1 + 2

(⌊
x− 1

2

⌋(
1−

{
x− 1

2

})
+

(⌊
x− 1

2

⌋
+ 1

){
x− 1

2

})

= 1 + 2

(⌊
x− 1

2

⌋
+

{
x− 1

2

})

= 1 + 2
x− 1

2
= x,

where {x} , x− ⌊x⌋. Using this, we can compute

E [X (X −Q(X + Z))] =

∫ ∞

−∞

fX(x)

∫ 1

−1

fZ(z)x(x−Q(x+ z)) dz dx

=

∫ ∞

−∞

fX(x)x(x− x) dx = 0.

This implies that the quantization noise is uncorrelated with the signal. With

a little more work, one can also show that it is white (i.e., uncorrelated with

time-shifts of itself).

5.2.4 Non-Uniform Quantization via Companding

Uniform quantizers are quite robust because their performance is relatively in-

sensitive to the input distribution. When the input statistics are not uniform,

it is possible to design a non-uniform quantizer with the same number of levels

and lower SQNR. One way of doing this is by quantizing the signal after it

is processed by a compressor. After reconstruction, an expander is used

to reverse the effect of the compresor. Since quantization occurs after com-

pression, the quanitization levels are effectively remapped by the compressor.

This whole process is called companding.

Assuming the amplitude distribution is supported on [−x0, x0], we can de-

fine the compressor g(x) to be a strictly increasing function mapping [−x0, x0]
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to [−1, 1]. Then, one has Xq = g−1 (Q (g(X))), where Q(·) is a uniform quan-

tizer with step size ∆. When ∆ is small, the step size ∆x after compression

can be approximated by

∆x ≈ ∆

g′(x)
.

This allows one to approximate the quantization noise variance by

E
[
(Xq −X)2

]
≈
∫ x0

−x0

fX(x)
∆2

x

12
dx =

∆2

12

∫ x0

−x0

fX(x)

g′(x)2
dx.

This equation for the noise variance is an instance of the Euler-Lagrange equa-

tion. Therefore, it can be minimized over g(x) using the calculus of variations

and the optimum compressor is defined by

g(x) ∝
∫ x

−x0

3
√

fX(z)dz −
∫ x0

x

3
√
fX(z)dz.

For signals with a wide dynamic range, the SQNR depends heavily on

the local average signal power. Using a logarithmic compressor allows one

efficiently quantize these signal so that the SQNR is independent of local

signal power. Since larger quantization cells are used for large signal values,

the quantization noise naturally scales with the signal power. For audio signals,

the perceptual effect of noise also depends more on the SQNR than the noise

power. Therefore, logarithmic compression is natural choice for such signals.

In fact, transforms of this type have been standardized for use in the tele-

phone system. The standard transform in the United States is called µ-law

companding and maps uniformly spaced 14-bit samples into non-uniformly

spaced 8-bit samples. The resulting distortion is not easily detectable by the

human ear. The µ-law companding algorithm maps [−1, 1] to [−1, 1] using the

rule, for some µ > 0,

g(x) = sgn(x)
ln (1 + µ|x|)
ln(1 + µ)

.

The benefits of companding are actually due to two different mechanisms.

First, the amplitude distribution of speech decays rapidly, so it makes sense to

include more quantization levels in the small signal range. Adjusting for this

correctly actually increases the SQNR. Second, human perception of audio de-

pends on the SQNR instead of the noise power. So, matching the quantization

noise to the perceptual measure improves perceived quality. In many cases,
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however, it is possible that the SQNR decreases while the perceived quality

increases.

5.3 Predictive Quantization

5.3.1 Delta Modulation

When a signal has a wide dynamic range but changes relatively slowly, it can

be more effective to quantize the difference between adjacent sample samples.

In this case, one can use differential quantization to construct the quantized

sequence X̃n from the input sequence Xn using the rule

X̃n = αX̃n−1 +Q
(
Xn − αX̃n−1

)
,

for any positive α ≤ 1. In this system, only the sequence Yn = Q
(
Xn − αX̃n−1

)

must be transmitted or stored. The receiver simply reconstructs the quantized

sequence using X̃n = αX̃n−1 + Yn.

This system is called delta modulation when a one-bit quantizer,

Q(x) =




+∆ if x ≥ 0

−∆ if x < 0
,

is used. In this case, the signal is typically sampled at a rate much higher than

the Nyquist rate (i.e., oversampled) to handle rapid changes in the signal. If

the sample rate is F , then the maximum signal slope that can be tracked is

∆F . The distortion caused by the input signal changing faster than this rate

is called slope overload noise. For a sinusoidal signal x(t) = A cos(2πft),

this effect can be avoided by choosing ∆ so that

max
t

|x′(t)| = 2πAf ≤ ∆F.

For a slowly varying signal, the noise due to the quantization step size ∆

is called granular noise. If the difference in signal amplitude is uniform over

[−∆,∆], then the granular noise power is given by

σ2
G =

∫ 0

−∆

1

2∆
(x+∆)2 dx+

∫ ∆

0

1

2∆
(x−∆)2 dx =

∆2

3
.
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Choosing ∆ ≥ 2πAf/F to avoid slope overload noise implies that

σ2
G ≥ 4π2A2f 2

3F 2
.

Since the signal power in the sinusoid x(t) is A2/2, this gives

SQNR =
A2

2σ2
G

≤ 3F 2

8π2f 2
.

Comparing the bit rate versus noise power of this system to standard quanti-

zation shows that delta modulation is sometimes better for moderate to low

SQNR.

The differential quantization scheme described here is a particular case of

a more general approach where the next sample is predicted from the previous

samples and subtracted before quantzation. Using better prediction allows

one to quantize a residual signal that has less variation.

5.3.2 Estimation and Prediction

Let X, Y be joint random variables defined on common sample space. If X, Y

are not independent, then it is often possible to estimate X from Y . For

example, let X̂ = g(Y ) be an estimate of X from Y based on the arbitrary

function g : R → R. If Y = y, then the MSE of this estimate is given by

E
[
(X − g(y))2|Y = y

]
= E

[
X2|Y = y

]
− 2g(y)E [X|Y = y] + g(y)2.

One can minimize the MSE, for the case where Y = y, by taking the derivative

w.r.t. to g(y). This shows that g(y) = E [X|Y = y] minimizes the MSE and

leads to a general rule that says “The MMSE estimate (i.e., the minimum

mean-squared error estimate) is given by the conditional mean of the random

variable given the observation”. Computing the conditional mean, however,

can be difficult in many cases.

It turns out that less information is required if we restrict our attention

to linear predictors of the form g(y) = ay + b. Computing the MSE for this

choice of g(·) gives

E
[
(X − g(Y ))2

]
= E

[
(X − aY − b)2

]

= E
[
X2
]
− 2E [X(aY + b)] + E

[
(aY + b)2

]

= E
[
X2
]
− 2aE [XY ]− 2bE [X] + a2E

[
Y 2
]
+ 2abE [Y ] + b2.
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In this case, one can minimize the MSE by taking derivatives w.r.t. a, b. This

results in

a =
E[X]E[Y ]− E[XY ]

E[Y ]2 − E[Y 2]
b = E[X]− aE[Y ].

This is known as the LMMSE estimate (i.e., the linear minimum mean-

square error estimate).

More generally, linear prediction can be applied to random processes

X0, X1, X2, . . .. In this case, the m-th order linear prediction is given by

X̂n =
m∑

i=1

aiXn−i.

Optimizing the coefficients a1, . . . , am leads to the matrix equation Ra = p,

where Rij = E [Xn−iXn−j] and pi = E [XnXn−i]. This type of linear prediction

is often used to analyze stationary signals. In this case, the matrix R and the

vector p become independent of n.

Linear prediction is also the basis of many speech analysis techniques (e.g.,

speech compression and speech recognition). Since speech signals appear sta-

tionary when viewed in 5-10 ms blocks, the optimizing the prediction coeffi-

cients for a short block creates a prediction filter for that block. These predic-

tion filters are typically used to remove the effect of the throat-tongue-mouth

filter and leave only the glottal pulses generated by the vocal chords. Most of

the information in a speech signal is actually carried by the linear prediction

coefficients themselves because the glottal pulses define only the pitch and

timbre of a voice.

5.4 Optimal Quantization

5.4.1 Uniform Quantizers

Finding an optimal quantizer is not an easy task. An eight-level quantizer has

eight degrees of freedom, and the overall performance of the quantizer is jointly

determined by the positions of the quantization points. A means to reduce

the difficulty of identifying an optimal quantization scheme is to constrain the

possible candidates. This can be achieved, for instance, by imposing a rule on

the respective position of the quantization points. Restricting the search space
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to uniform quantizers is one possible way to ensure that an optimal quantizer

can be found.

A uniform quantizer is a function where the locations of successive out-

puts are situated at a fixed interval, qm− qm−1 = ∆ for all the possible values.

That is, the distance between two quantization points is the same for all neigh-

bors. This scheme is one of the simplest quantizer designs. The quantization

function considered in Figure 5.1 is in fact a uniform quantizer. If the ob-

jective function of the optimization process is the mean squared error, then

optimal locations for the quantization points can be found in a straightforward

manner. First, note that we can write the position of the quantization points

as

qm = q1 + (m− 1)∆

for m = 1, 2, . . . ,M where M is the number quantization levels. As usual, the

MSE is given by

E[d(X,Xq)] =

∫

R

(x−Q(x))2fX(x)dx.

We emphasize that the performance of the quantizer is optimized by mini-

mizing the value of the integrand at each point. We deduce that the decision

regions corresponding to q1, q2, . . . , qM must be equal to

(
−∞, q1 +

∆

2

]
,

(
q2 −

∆

2
, q2 +

∆

2

]
, . . . ,

(
qM − ∆

2
,∞
)
,

respectively. The objective function then becomes

MSE =

∫ q1+
∆
2

−∞

(x− q1)
2fX(x)dx+

M−1∑

m=2

∫ qm+∆
2

qm−∆
2

(x− qm)
2fX(x)dx

+

∫ ∞

qM−∆
2

(x− qM)2fX(x)dx.

(5.5)

The resulting optimization process has two degrees of freedom, namely q1 and

∆. For a suitable probability density function fX(·), an optimal solution can

be obtained explicitly using standard optimization methods.

Example 5.4.1. We revisit Example 5.2.1 in the context of uniform quan-

tizers. Again, suppose that the values of the discrete-time input process are
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uniformly distributed over [0, 16]. We wish to find the optimal eight-level uni-

form quantizer associated with this input distribution.

For simplicity, we assume that the quantization points {q1, q2, . . . , q8} are

contained in the interval [0, 16]. This implies that q1 > 0 and q8 < 16. The

mean squared error as a function of q1 and ∆ is given by (5.5), which we can

rewrite as

MSE (q1,∆) =

∫ ∆
2

−q1

ξ2

16
dξ + 6

∫ ∆
2

−∆
2

ξ2

16
dξ +

∫ 16−q8

−∆
2

ξ2

16
dξ

Recall that, by construction, we can write q8 = q1+7∆. Taking first derivatives

with respect to q1 and ∆, we obtain

∂

∂q1
MSE (q1,∆) =

q21
16

− (16− q1 − 7∆)2

16

∂

∂∆
MSE (q1,∆) =

7∆2

64
− 7(16− q1 − 7∆)2

16
.

Setting these derivatives equal to zero, we get q1 = 1 and ∆ = 2. A second

derivative test ensures that this corresponds to a local minimum. Since this

point is the only inflection point of the function MSE (q1,∆) within our search

space, we gather that the quantization scheme of Example 5.2.1 coincide with

the optimal uniform quantizer.

Although the search space for uniform quantizers is much smaller than the

set of all possible quantizers, finding an optimal uniform quantizer remains a

strenuous task in most situations. The resulting minimization problem need

not have a closed-form solution, in contrast to Example 5.4.1. This task is

often accomplished by discretizing the search space and applying numerical

techniques to identify the best candidate.

5.4.2 Non-Uniform Quantizers

For a non-uniform quantizer, the restriction that neighboring quantization

points should be equidistant is relaxed. As such, these points can be located

anywhere on the real line, and the decision region corresponding to each quan-

tization point need not have a simple structure. The collection of non-uniform

quantizers is much larger then the set of uniform quantizers described in Sec-

tion 5.4.1. This greater flexibility in choosing a quantizer often results in
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better overall performance. However, it also comes with added complexity in

designing the quantization scheme. In this section, we explore some properties

of an optimal quantizer for the mean squared error criterion and we present

an algorithm that can be employed to obtain a non-uniform quantizer.

First, suppose that the quantization points {qm : m = 1, . . . ,M} are fixed.

An optimal quantizer for these points is a function Q⋆ : R 7→ Q that minimizes

the corresponding MSE,

min
Q

E[d(X,Xq)] = min
Q

∫

R

(x−Q(x))2fX(x)dx

=

∫

R

min
Q(x)

(x−Q(x))2fX(x)dx.

The last equality follows from the fact that a quantization point can be selected

independently for every possible input value. It should then be clear that the

value of the function Q⋆(·) evaluated at x is the point qm that is closest to x,

Q⋆(x) = argmin
{qm}

(x− qm)
2,

where ties can be broken arbitrarily. In particular, an optimal M -level scalar

quantizer always has M decision regions, each being an interval containing its

quantization point.

Also, we can assume that the decision intervals are given. Let the bound-

aries of these intervals be denoted by b1, b2, . . . , bM−1. Then, the corresponding

MSE is given by

∫ b1

−∞

(x− q1)
2fX(x)dx+

M−1∑

m=2

∫ bm

bm−1

(x− qm)
2fX(x)dx

+

∫ ∞

bM−1

(x− qM)2fX(x)dx.

(5.6)

The value of the MSE can be minimized by selecting the quantization points

{qm : m = 1, . . . ,M} appropriately. Note that each quantization point can be

optimized individually, as the integrals in (5.6) have a nice additive structure.

Solving one instance of the decoupled problem, we get

q⋆m = min
qm

∫ bm

bm−1

(x− qm)
2fX(x)dx.
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To obtain the solution, we differentiate the objective function with respect to

qm and set the derivative equal to zero;

d

dqm

∫ bm

bm−1

(x− qm)
2fX(x)dx = −

∫ bm

bm−1

2(x− qm)fX(x)dx = 0.

This implies that

q⋆m = E[X|bm−1 < X ≤ bm].

Once the decision intervals are picked, the optimal quantization point q⋆m is

equal to the expectation of X conditioned on X falling inside interval m.

Putting these two observations together, we can summarized the properties

of an optimal M -level quantizer as follows. Suppose that Q⋆ : R 7→ Q is an

optimal quantizer with respect to the mean squared error criterion (or the

signal-to-quantization-noise ratio). Then, the decision regions corresponding

to the quantization points {qm : m = 1, . . . ,M} form a partition of the real

line where each decision set is an interval. Given the positions of the various

quantization points {qm : m = 1, . . . ,M}, the boundaries of the decision

intervals are given by

bm =
qm + qm+1

2

wherem = 1, 2, . . . ,M−1. Furthermore, the quantization point corresponding

to decision interval (bm−1, bm] is equal to the expectation of X conditioned on

bm−1 < X ≤ bm. These properties are collectively known as the Lloyd-Max

conditions.

5.4.3 Lloyd-Max Algorithm

The Lloyd-Max conditions enumerated above define a set of rules that are

necessarily fulfilled by optimal quantizers. Yet, they do not provide an explicit

means to compute the exact positions of the quantization points in an optimal

quantizer. Furthermore, it may not be possible to find these points analytically.

A method that is frequently used to find a non-uniform scalar quantizer is

the Lloyd-Max algorithm. This algorithm starts with an initial assignment

for the quantization points which, in this case, we label q
(0)
1 , q

(0)
2 , . . . , q

(0)
M . The

ensuring procedure is to alternate iteratively between the following two steps.
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1. Compute the boundaries of the decision intervals according to

b(t)m =
q
(t)
m + q

(t)
m+1

2
, m = 1, 2, . . . ,M − 1.

2. Find the updated values of the quantization points,

q(t+1)
m = E[X|bm−1 < X ≤ bm], m = 1, 2, . . . ,M.

We adopt the simplifying notation b0 = −∞ and bM = ∞ to express the

conditional expectation in a consistent manner. The MSE of the quantization

scheme decreases at every step, thereby becoming smaller than the MSE of all

the previous assignments. This insures that performance improves with every

iteration. The algorithm terminates when a satisfactory level of performance

has been achieved, or when the quantization points have converged to their

final values.

5.5 Vector Quantizers

A quantizer can work either on single-source outputs or on blocks of source

outputs. So far, we have studied the former approach by focusing on scalar

quantizers. Although more involved, the second method where multiple out-

puts are aggregated prior to being quantized typically yields better results.

This latter approach, called vector quantization, is especially powerful for

sources producing signals that are strongly correlated over time. We do not ex-

plore the details of vector quantization in this document, however we motivate

its purpose through a simple example.

Example 5.5.1. Assume that a source produces two correlated symbols, de-

noted X and Y . We are tasked with designing a vector quantizer for this source

with a total of four quantization points. The joint probability distribution func-

tion associated with this source is known to be

fX,Y (x, y) =
1

4
g(x+ 1.5, y + 1.5) +

1

4
g(x+ 0.5, y + 0.5)

+
1

4
g(x− 0.5, y − 0.5) +

1

4
g(x− 1.5, y − 1.5),

(5.7)
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where the function g(·, ·) is given by

g(x, y) =




1, |x|, |y| < 0.5

0, otherwise.

For illustrative purposes, fX,Y (·, ·) is shown in Figure 5.2. The four quanti-

x

y fX,Y (·, ·)

Figure 5.2: A graphical rendering of the joint probability density function

defined in (5.7).

zation points for the vector quantizer are located at q1 = (−1.5,−1.5), q2 =

(−0.5,−0.5), q3 = (0.5, 0.5), and q4 = (1.5, 1.5). Let Q(x, y) the the quantizer

function that maps each (x, y) point to its nearest q-quantization point. Then,

the MSE associated with this vector quantizer can be computed as

E
[
‖(X, Y )−Q(X, Y )‖2

]

=

∫ ∞

−∞

∫ ∞

−∞

‖(x, y)−Q(x, y)‖2fX,Y (x, y)dxdy

= 4

∫ 0.5

−0.5

∫ 0.5

−0.5

x2 + y2

4
dxdy =

1

6
.

That is, the MSE per pair of symbols associated with our vector quantizer is
1
6
. Note that we have used an extended version of the mean squared error that

accounts for the 2-D aspect of the problem.

Suppose instead that we wish to use an optimal scalar quantizer instead of

the aforementioned vector quantizer. We are then left with two quantization
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points per axis. The marginal distributions of the source symbols are given by

fX(ϕ) = fY (ϕ) =





1
4
, |ϕ| < 2

0, otherwise.

The optimal scalar quantization scheme in this case is to put one point at −1

and the other at 1. Once combined, the two scalar quantizers are equivalent to

having points at r1 = (1, 1), r2 = (−1, 1), r3 = (−1,−1), and r4 = (1,−1) in

the plane. Let R(x, y) the the quantizer function that maps each (x, y) point to

its nearest r-quantization point. Then, the resulting MSE per pair of symbols

becomes

E
[
‖(X, Y )−R(X, Y )‖2

]

=

∫ ∞

−∞

∫ ∞

−∞

‖(x, y)−R(x, y)‖2 fX,Y (x, y)dxdy

= 4

∫ 1

0

∫ 1

0

x2 + y2

4
dxdy =

2

3
.

Comparing with our previous result, we notice that the MSE is much larger

when using the scalar approach.

q1

q2

q3

q4

r1r2

r3 r4

x

y

Figure 5.3: A graphical comparison of vector and scalar quantization schemes

applied to the two-dimensional problem of Example 5.5.1.

Although this example may not be the most realistic scenario, it provides

a good illustration of the potential benefits associated with using vector quan-
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tizers. The improved performance comes from the greater flexibility in posi-

tioning the various quantization points in a high-dimensional setting together

with the ability to exploit correlation among consecutive source symbols. On

the downside, the mathematical treatment of a quantization problem becomes

more intricate in higher-dimensional spaces.

5.6 Analysis-Synthesis Algorithms

All the quantizers described up to this point are generic schemes designed to

work well with abstract sources. In practice, many quantization algorithms

are tailored to specific applications. These quantizers are called analysis-

synthesis coders, and their design is typically fairly intricate. They require

advanced models and are often evaluated according to complex performance

metrics. These criteria are rooted in human perception rather than con-

ventional mathematics. When developed properly, model-based quantization

schemes achieve better compression ratios than the waveform coders pre-

sented hitherto. A serious treatment of analysis-synthesis algorithms is beyond

the scope of this document. Nevertheless, we mention two popular schemes

below for illustrative purposes.

Speech Coding: The quantization mechanism employed in speech coding

provides a nice example of an analysis-synthesis scheme. Speech coders are

widely used in mobile telephony and VoIP. Human speech is modeled as a

much simpler random process than most other audio signals, and there is an

abundance of knowledge about its statistical properties and the way voice is

generated. As a result, some auditory information which is relevant in generic

audio signals becomes inconsequential in the context of speech. The primary

performance criteria for voice signals are intelligibility and pleasantness of the

received signal. In addition, most speech applications require low delay, as long

delays interfere with speech interaction in real-time applications. The Code

Excited Linear Prediction (CELP) is a class of algorithms developed for

human speech. The basic idea behind this approach is to model human speech

production using a time-varying linear filter. The speech samples are sub-

sequently separated in two distinct parts. The first component contains the
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current parameters governing the operation of the linear filter; these param-

eters are selected from a finite set of possible values. The second component

captures the residual error, the difference between the predicted signal and the

actual one. This second signal is quantized using standard waveform coding

techniques. The overall operation of the system works quite well for conversa-

tions. However, a speech coder applied to music fails to provide an adequate

rendition of the original signal.

Joint Photographic Experts Group (JPEG): The JPEG algorithm is a

file format designed to store photographs and paintings digitally. The acronym

JPEG is derived from the name of the committee that created this standard.

A JPEG file can actually be created in various ways. A commonly used proce-

dure specified in this standard is the JPEG file interchange format (JFIF),

which we describe briefly. The encoding process consists of several steps. First,

an image is represented using YCbCr, an encoding scheme that specifies every

pixel (sample point) in the image according to a light intensity component (Y)

and two chroma (Cb and Cr) for colors. This scheme, as opposed to RGB,

is interesting because it parallels the way the human visual system perceives

image elements. The image is then split into blocks of 8 × 8 pixels; and for

each block, the Y, Cb, and Cr data undergoes a two-dimensional cosine trans-

form. This step is similar to a Fourier transform in the sense that it produces a

spatial frequency spectrum. The amplitudes of the resulting frequency compo-

nents are quantized. The resolution of the chroma data is reduced, compared

to the light intensity component. This reflects the fact that the human eye

is less sensitive to fine color details than to fine brightness details. Further-

more, human perception is much more sensitive to small variations in color or

brightness over large areas than to the strength of high-frequency brightness

variations. Thus, the magnitudes of the high-frequency components are stored

with a lower accuracy than the low-frequency components. The resulting data

for all 8 × 8 blocks is further compressed with a lossless algorithm that is a

variant of the Huffman code. The important concept exposed in this exam-

ple is how JPEG is built with a specific application in mind, and therefore

quantizes sample data as to minimize the perceived distortion. This is a very

good illustration of an analysis-synthesis quantizer.


